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Delay-Tolerant Broadcasting
Gunnar Karlsson, Vincent Lenders, and Martin May

Abstract—There are many asynchronous communication situ-
ations for which the prevalent continuous connectivity paradigm
is not needed. Communication with a fair delay tolerance may
instead be provided by intermittent store-and-forwarding between
nodes. This paper proposes a design for an open, receiver-driven
broadcasting system that relies on delay-tolerant forwarding
of data chunks through mobility of wireless nodes. The system
provides public broadcast channels, which may be openly used
for both transmission and reception. We show by analysis and
simulation under benchmark mobility models that a delay-tol-
erant broadcast channel has both a sufficiently high throughput
and reach to be interesting as a competitive alternative to the
regulated wireless broadcast channel. The analysis is based on a
queuing model to study the interactions among the mobile nodes
in a street. The simulations complement this analysis for mobile
nodes moving on a square according to benchmark mobility
models. Finally, we present the design of, and experiences with, a
proof-of-concept prototype.

Index Terms—Broadcasting, communication systems, computer
networks, mobile communication, networks, personal communica-
tion networks, routing.

I. INTRODUCTION

COMMUNICATION networks have traditionally provided
continuous end-to-end connectivity. This is natural when

the primary service is interactive voice conversations. The con-
tinuous connectivity paradigm has also been assumed for asyn-
chronous services with generous tolerance of delay in the de-
livery of data. The paradigm might be unnecessary for such ser-
vices, but it comes at a low cost for wired networks. This is not
the case for wireless networks for which it might be infeasible
or uneconomical to provide uninterrupted connections every-
where. As a consequence, there will be intermittencies occur-
ring due to insufficient coverage of areas where there are mobile
nodes roaming.

Delay and disruption tolerant communication does not as-
sume that the network consists of more than a set of disjoint
point-to-point connections at any given point in time [7]. The
data move from one node to the other, and are spread by the mo-
bility of the nodes. Such a loosely connected network might still
be of good use for many asynchronous services. In particular,
our interest is in a generic service for disseminating contents to
an arbitrarily large group of receivers, without any assurance on
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the completeness or order of the delivery; in other words, we
wish to provide a delay-tolerant broadcasting service.

How well this service performs depends on its availability and
the movements of the nodes that participate in the contents dis-
semination. As an illustration of the capability of such a system,
consider the case where pedestrians are walking in the same di-
rection along a 100-meter long pathway, each with a velocity of
one meter per second; the radio transmission supports a constant
bit rate of 1 Mb/s within a coverage range of 10 meters forward
and backward of the node. If people enter the pathway according
to a Poisson process with an average distance of 20 meters be-
tween two adjacent persons, then a person makes a pair-wise
contact with a person in front or behind with probability 0.56.
They share the link capacity so the bit rate is 0.5 Mb/s per node.
The contact lasts 95 seconds on average and is sufficient for
transferring up to 3.3 MB during the walk. That is sufficient for
more than 200 seconds of music, played back at a rate of 128
kb/s. This simple calculation indicates that it might even be pos-
sible to support continuous streaming of audio by delay-tolerant
broadcasting since the expected play-out of the data exceeds the
time it takes to walk down the street (see Section IV for the de-
tailed derivation of these numbers).

Our main motivation for developing a delay-tolerant broad-
casting scheme is to have an alternative to terrestrial and satellite
broadcasting systems. We expect the system to be of most use
where there is denser population of users, such as urban areas,
beaches, camping sites, sports fields, and in public transporta-
tion. We believe that an unlicensed public broadcasting system
fills a need since the terrestrial wireless broadcast channels are
highly regulated. Not only is the spectrum allocation strictly
guarded, but also the concession rights to send programs are
severely limited and awarded on politically decided criteria
and commercial terms. In addition, the broadcast contents may
be subject to regulation and sometimes also to censorship. It
is therefore interesting to design a wireless broadcast system
for the unlicensed ISM bands to support asynchronous and
delay-tolerant applications. The system would be open for
public transmission from anyone, similar to broadcasts on the
fixed Internet.

We define broadcast to be a dissemination mode of data for
which the group of receivers is completely open; any node that
wishes to receive data from a particular broadcast channel is
allowed to do so. This is the same definition as that for regular
wireless public broadcasts. The distinction between multicast
and broadcast might be artificial: we use the term broadcast here
only to mean that the group of receivers is undefined and that
contents spread indefinitely from node to node. The broadcast
is organized in channels (this is analogous to a multicast group),
where each channel provides a particular type of content that is
selected by a producer. A novelty of the system is a receiver-
driven broadcasting scheme; there is no flooding of contents as
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in epidemic dissemination schemes [27]. A node may entreat
contents for a channel from a peer node that it meets, but does
not have the obligation to do so.

The following are the contributions that we report in this
paper. We present the concept of the broadcast system and three
feasibility studies: (i) an analytic study for mobility in one di-
mension for a street; (ii) a simulation-based study with mobile
devices on a plane; (iii) an implementation study of the devel-
opment of a prototype system based on Bluetooth.

The paper is structured as follows. The next section reviews
important related works that have influenced our design, and it
discusses our contributions in relation to the prior art. Section III
describes the concept and the system design in more detail.
Section IV describes the analytic performance model and the re-
sults we get from it. The evaluation based on simulations is pre-
sented in Section V. A first prototype of a broadcast system for
Bluetooth is described in Section VI. Section VII summarizes
our contributions, presents our conclusion, and outlines further
issues of study for making delay-tolerant broadcasting a reality.

II. RELATED WORK

The area of delay-tolerant networks is gaining attention and
the research is progressing in many different directions. The
Delay Tolerant Network Research Group (DTNRG) [1] has pro-
posed an architecture [4] to support messaging that may be used
by delay tolerant applications. The architecture consists mainly
of the addition of an overlay, called the bundle layer, above a
network transport layer. Messages are transferred in bundles in
an atomic fashion between nodes, using a transport protocol that
ensures node-to-node reliability. These messages can be of any
size. Nodes are assumed to have buffers in which they store the
bundles. In contrast to this approach, we do not aim at providing
reliable data transfer.

Routing in delay-tolerant networks has been addressed re-
cently in [2], [10], [13], [14], [27]. Our system does not require
a routing infrastructure. The idea of our system is to use a pure
interest-based pull approach where nodes only download con-
tent from one-hop neighbors. Multicast routing in DTN has been
addressed in [32]. While the goal of our system is also to deliver
data to a group of people, our approach is decoupled from any
multicast semantics (such as group memberships, et cetera). The
work by Choudhury [6] also concerns data dissemination, albeit
it assumes a random push mode (gossip).

Data collection in partially connected sensor networks has
been addressed in [16], [26], [31]. The basic idea of these works
is similar to ours, namely exploiting mobility to forward data
in the network. The main difference is that sensor networks
aim at pushing information out of the network to data sinks,
whereas our system is designed to pull content down to the mo-
bile user. Khelil et al. [17] suggest several metrics for quan-
tifying the impact of mobility at large time-scale on the per-
formance of delay-tolerant networks. We have used some of
those metrics in our work. Hui et al. have conducted measure-
ments with real human mobility in [12]. Lenders et al. [18], [19]
measured human mobility in an office environment. Such traces
could be used to validate our system for real situations.

The “drive-through internet” is based on WLAN coverage
along roads to provide intermittent network access; there is no

relaying of data between cars [24]. The concept of mobile in-
fostation networks is equivalent to delay-tolerant networks; the
work presented in [28]–[30] lends support to our design. Also,
it has been shown that the long-term throughput for an ad hoc
network with mobile nodes can remain constant as the density
of nodes increases [9]. And finally, Peoplenet has some simi-
larities with our approach in the way information propagates on
a contact basis between mobile users [22]. However, Peoplenet
heavily relies on a fixed infrastructure and is targeted at seeking
information in contrast to broadcasting information.

A note on the modeling. There has not been much use of
space-time queuing models for mobile communication to cap-
ture the number of users in an area and the mobility between
areas. The Markovian highway PALM model is one example
[20]. It is a sophisticated model for car traffic on a highway
and is used for dimensioning cellular telephony. Hence, it is
made for a different communication mode than our delay tol-
erant peer-to-peer mode. The mobile infostation concept has
also been analysed for a high-way scenario and the analysis par-
allels our street model [30]. Serfozo’s book treats the theory of
spatial models in depth [25].

III. NEW BROADCASTING SYSTEM

A. Concept

The broadcasting system consists of mobile-user nodes in a
loosely defined network. Nodes wishing to receive contents on
a chosen channel solicit them from nodes they encounter as they
move around. They might in return be asked for contents of the
same or any other channel. Nodes also solicit contents in order to
redistribute it, without the user having a desire to receive it. The
solicitation strategy allows a node to adapt its caching strategy to
its storage and energy resources, or any other local policy; the
node may implement various strategies for soliciting contents
to improve the performance of the system, to solicit contents
that is requested the most or that the user has most interest in
forwarding, for instance.

Taken together, the broadcast and delay-tolerant paradigms
simplify the system: there is no group to be maintained and there
is no explicit routing in this communication mode; routing is in
fact replaced by mobility as nodes come to places where data
are available. All data transfers are one-hop long and the link
layer thus resolves contention for the data transmission between
nodes. Our system architecture leverages all types of wireless
data-link protocols, for instance IEEE 802.11 and Bluetooth.

Contents are brought into an area of interest by the mobile
nodes, or, alternatively, they are generated by the mobile nodes
in the area. The mobile nodes could retrieve contents when they
“dock” at places where they are connected to the Internet (for in-
stance, by means of podcasting). The content retrieval could also
be over a wireless network, such as a wireless local-area network
or a wide-area cellular network. Our broadcasting system adds
the following advantages to podcasting and to multicasting over
infrastructure-based wireless networks:

1) It provides contents to mobile nodes between the docking
opportunities (which could be hours apart).

2) It extends the reach of the dissemination of data in the
infrastructure-based wireless network.
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3) Contents that originate from the mobile nodes could be
broadcast without any infrastructure.

Hence, the delay-tolerant broadcast complements infrastruc-
ture-based broadcasts, and offers a new mode of ad hoc
broadcasting between mobile nodes for any content they
generate and that should be openly disseminated (such as for
example still images, video, and voice clips). The connection
between the delay-tolerant broadcast and the infrastructure is
not in the focus of this work, and we do not further discuss how
contents are initially brought into the wireless domain in this
paper.

The data is delivered in “chunks” which are delivered in ar-
bitrary order, without assured completeness. Order can be im-
posed at the receiving end either by soliciting chunks in a given
order or, better, by soliciting them in any order, followed by
sorting. We will therefore be concerned with the possible re-
ception rate for a mobile node, as well as the dissemination
rate and reach of an individual chunk of data. Note that there
are many applications for which order and completeness are not
necessary: the distribution of a mixture or music, news, traffic
and weather information, as done by most radio stations today,
would not require complete nor orderly delivery, as long as the
data chunks correspond to meaningful parts of contents, a song
or a news item for example.

A mobile node that has associated with a peer node may so-
licit contents for the particular broadcast channels that it listens
to, or for any channel for which it is willing to carry contents.
Since there is no connected network in the wireless domain,
there is no need for routing. The application is hence based ei-
ther on UDP over IP for which the packets are broadcast with
TTL set to one (the broadcast could be for a specific sub-net-
work, if appropriate), or on the data-link protocol directly (as in
our prototype). The UDP/IP suite might be useful for docking,
but places where the node remains resident for longer times
could equally well provide systems running the broadcasting
protocol so that the docking is at the application layer.

We assume that nodes connect pair-wise and that neighboring
pairs do not disturb each others, e.g., they use different chan-
nels for 802.11 or different sequences for the frequency hop-
ping for Bluetooth. The data link association is established ac-
cording to the specification of the particular link layer being
used, and the MAC protocol resolves contention when nodes
meet; a node does not associate with more than one other node.
The reason is to economize on the limited connections to max-
imize the amount of data transferred (it is also supported by
the optimal transmission range [28]). The system could use ro-
bust header compression, provided that it actually speeds up the
transfer when the association times are short. We do not address
problems at the physical layer, such as interference, decay or
fading. If the radio conditions are good, a connection is estab-
lished, otherwise it is not; interference is dealt with through the
proper design of the link layers. The design issues for the broad-
cast lie instead at the application layer: the solicitation protocol
and the naming schemes for contents and broadcast channels.

B. System Design

In the following, we describe our system design. We first de-
scribe how broadcast channels are structured. Then, we intro-

duce how nodes discover and request contents from channels.
We also discuss how our delay-tolerant broadcasting system
could be improved by deploying fixed caching nodes at strategic
locations.

1) Channels and Chunks: A broadcast channel is defined
by a name, an identifier, some metadata about its contents, and
the name of the producer, followed by a list of chunk names
including their sequence numbers. This definition is provided in
a file that is available through a URL. All broadcast channels and
data chunks have unique universal resource identifiers (URI)
[3]. Given a channel name, it is possible to locate the definition
file of the channel through any search engine.

A chunk is defined by its name, its file type, and some meta-
data. The metadata may for example include artist and title to
be displayed at playback, and can also be used for queries. An
important issue is to determine what constitutes official contents
for a channel: for instance music of a certain genre, or from a
selected group of artists. This is the decision of the producer
for the channel. However, our system also allows for channels
where any contents of a specific media type is allowed: for in-
stance a music channel for which everybody may provide con-
tents.

2) Channel Announcements: In order to bootstrap the lis-
tening, one channel is pre-defined: the discovery channel. This
channel announces the names of available broadcast channels
and is carried by all nodes. A node that does not know what
channels to ask for sends a request for this particular channel
and, as reply, would get a chunk containing the list of channels
known by the corresponding node. The user then selects a set of
channels from this list and asks for contents in this set.

3) Request for Contents: The protocol for requesting con-
tents is straightforward: a node simply requests contents from a
set of channels, or it requests any of a set of specified chunks of
data. The following should apply:

• A named chunk may be requested with a given offset to
allow the completion of a previously interrupted transfer.

• Requests for contents from a channel may specify chunks
that are not of interest (for instance those that are already
retrieved).

• If node A solicits contents for channel and node B only
stores contents for channel , then B should provide A with
any chunk that appears on both channels and .

• A chunk of data may be requested based on its metadata.
A request is issued as a list:

Each id is a URI for either a chunk, in which case the offset
is measured in bytes within the data volume, or for a channel
where the offset is the lowest sequence number of interest for
a chunk (or the lowest time stamp) on the channel. Requests
for channels and chunks might be mixed in a request and the
list may be of arbitrary length; it should ideally fit into a single
packet. Contents may also be requested based on meta-data. The
third bullet point is difficult to ensure: it would require chunks to
carry all the channel names where they appear, but the channel
contents are selected by producers who are not coordinated with
one another. We cannot solve this currently.
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The associations when nodes meet might be short and it is
vital to economize on the connection time. The most efficient
implementation is to embed the requests for data in the MAC-
layer beacons. However, it would require a cross-layer design
that might be difficult to have accepted for MAC layer standards;
it would for instance cause more overhead since the beacon
frames would be longer than otherwise.

4) Fixed Caching Nodes: The performance of the broad-
casting system depends on the node density, on the mobility, but
also on the availability of contents at the nodes. To improve the
performance in general, we propose the use of dedicated fixed
nodes acting as content caches. These caching nodes would typ-
ically not run an application for the stored data and would only
serve to disseminate the content. Since fixed caching nodes do
not need to have an Internet connection, they may easily be
placed in public transportation systems and throughout the built
environment. Note however, that the fixed caching nodes are op-
tional in our design, and only introduced to improve the overall
performance of the broadcasting.

IV. ANALYTIC EVALUATION

With the mixing of data among the mobile nodes and the
fetching of data from fixed nodes, it is clear that nodes receive
some subset of the available data chunks in a random order. We
describe here a model of the broadcast system that allows us to
study some basic performance measures:

• Data rate: The average data rate for the exchange via the
intermittent connections.

• Rate of contacts: The average rate of contacts that a node
makes.

• Contact duration: The expected duration of the connec-
tions a node establishes while traveling.

The performance depends on the number of users in an area
and their mobility patterns, whether they are resident or disap-
pear from the area, and the rate of data transmission when nodes
exchange data. The performance also depends on the number of
chunks a node caches for delivery to others (and for its own
consumption). The latter is however not captured in the model;
it represents the subset of all mobile nodes that posses content
to share with each other (they listen to the same channels for
instance).

We are going to study a limited region in this section: a street.
We will also present how the street model can be combined to
model arbitrarily large networks of streets. The feasibility of
the concept for mobility on the plane is studied by means of
simulation in the subsequent section.

The model takes as its input a renewal process of arriving
nodes. The particular process and its average arrival rate may be
estimated from measurements, albeit the Poisson arrival process
is a reasonable default choice. Measurements may also provide
the probability distribution for the node velocities. The length
of the street as well as the transmission range and bit rate are
considered to be given parameters. Since the system does not
exist, there is no possibility to estimate parameters for it at this
time but we would like to stress that it is feasible to model an
actual street. Our purpose at this time is to study if the broad-
cast concept appears workable for reasonable assumptions. We
are mostly concerned with densely populated areas where the

Fig. 1. A street is modelled in segments. Nodes arrive at the end points of an
L-meter long segment at average rates � nodes per second from the left and �
from the right. The axes denote space (s) and time (t).

number of mobile nodes in an area is high, and where the nodes
move with pedestrian speeds (note however that this is not as-
sumed by the model itself).

A. The Street Model

We model the street for pedestrian nodes as a one-dimen-
sional topology. This is reasonable if the width of the sidewalk
(or the pedestrian alley) is narrower than the transmission range
of the radio. An actual street may be cut into segments, where
each segment is such that the arrivals to, and departures from,
only occurs at its endpoints (see Fig. 1). The sidewalks on the
two sides of a street may be modelled independently of one an-
other, if we assume that the crossings occur at the endpoints of
the street segment and the driveways are wider than the trans-
mission range.

We impose the following restrictions in order to get a tractable
and illustrative model that still retains a measure of realism:

• We assume that nodes do not change direction on the seg-
ment; hence they enter at one end and depart from the other.

• The speed of walking is constant for each node. Velocities
are independently assigned to the nodes from one and the
same distribution. The sojourn time for a node is simply
the length of the street segment divided by its speed.

• The data exchange between two nodes that meet is pro-
portional to the length of time that they remain in contact,
which is determined by their relative velocity to one an-
other and the time that both remain in the street.

• All mobile nodes are identical with respect to transmission
and storage capabilities. Storage is not limited.

The rate into a street segment from the left is denoted by and
correspondingly denotes the rate of arrivals from the right, as
shown in Fig. 1 (the apostrophe is used on other parameters in
an analogous fashion). The time rate is indicated by when
needed and the spatial rate by ; they are related through the
velocities of the nodes.

B. Probability of Contacts

Consider nodes moving only in one direction along an
-meter long street. Fix a time and let the distance between

two consecutive nodes be denoted by the random variable
. These internodal distances are independently drawn from

one and the same distribution , with
average distance . The probability that two nodes are within
transmission range is . We hence transform
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the arrival process into a discrete Bernoulli process where
an interval is connected with probability and disconnected
with probability . However, we only use pair-wise com-
munication and therefore transform this process into a new
one: Let denote a connected interval in the Bernoulli
process where . The output process is defined
by , where is 1 or 0 for connected and
unconnected intervals respectively; it has never two consecutive
intervals connected. (It is a two-state discrete Markov process
with transition probabilities for going from state to state
: , , .) Taking expectations of the

expression for and letting grow large gives the expected
probability of pair-wise connected nodes as ,
since and are independent.

The probability that a node is connected at time is hence

(1)

The expected number of connected nodes in the street at
is . The transferred volume of data is given by , the
bit rate of a connection, times the total contact duration for a
node on the street. The contact duration depends both on the
arrival rates of nodes into the street from the two ends and on
the distribution of node speeds.

1) Inter-Arrival Time Distribution: Assume that nodes move
at a fixed speed on the street, which is the same for all nodes
moving in the same direction. The internodal distances on the
street have therefore the same distribution as the inter-arrival
times. Fig. 2 shows the probability of a contact, , for three
different inter-arrival distributions of nodes, all with average

: an exponential distribution, an Erlang distribution with four
phases and a two-phase hyper-exponential distribution with ar-
rival rate 0.35 in phase 1 selected with probability 0.31 and
5.7 in phase 2 selected with probability 0.69. The Erlang dis-
tribution has a coefficient of variation 1/2 and the hyper-expo-
nential distribution has a coefficient of variation 2.

We see in the figure that the hyper-exponential arrival
process, which is burstier, gives higher contact probabilities at
low arrival rates, but lower at high arrival rates, compared to
the other two distributions. This is expected since there will
be contacts within the bursts also at low rates, but it requires
higher arrival rates to have contacts between bursts. An Erlang
distribution tends towards a constant arrival rate when the
number of stages increases and the probability of contact is
hence low at small rates ( for as the number
of stages ).

The conclusion we draw is that bursty arrivals of mobile
nodes is advantageous; the more constant the distances be-
tween nodes become, the higher the rate must be in order for
the probability of connectivity to be high. We believe that
the Poisson arrival process represents the most realistic case,
since it arises from people independently arriving to the street
(groups of people would only yield better results, and we do not
see a mechanism that would reduce the variance of the arrival
process so that an Erlang model would be appropriate).

Hence we will in the remainder of the Section assume that ar-
rivals of nodes into the street are modelled as Poisson processes
with intensity and for the two ends, respectively.

Fig. 2. The probability of a node being connected for a transmission range of 10
m and average arrival rate of nodes, � [m ]. The inter-arrival distances have
exponential, four-phase Erlang and two-phase hyper-exponential distributions.
All nodes move with the same speed.

2) The Distribution of Node Velocities: The node veloci-
ties are randomly distributed in a range , where

to avoid indefinite accumulation of nodes, and
(we assume a finite mean). The distribution

of nodal velocities is ; we assume that the
probability-density function exists and is denoted by .
The temporal and spatial arrival rates are related through

(2)

where

(3)

Note that if the temporal arrival process of nodes to the street
is Poisson with rate nodes per second, then the spatial dis-
tribution of nodes in the street becomes Poisson as well with
average rate ( is a thinned spatial Poisson
process, consisting only of nodes moving at speed ; the spatial
process is a superposition of all such processes for all ; the su-
perposition of Poisson processes is still Poisson).

The speed distribution impacts the spatial distribution. These
are some examples, all with average velocity of one meter per
second ( means a uniform distribution over the stated range,
and 0.9 is an exponential distribution with mean 0.9 m/s).

1)
2)
3)
The resulting contact probabilities are plotted in Fig. 3 for

Poisson arrivals. It is clear that slow velocities result in higher
contact probabilities since nodes are located close to one an-
other, while higher velocities lead to short contact durations.
The wider the support for the distribution, in the uniform case,
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Fig. 3. The contact probability as a function of the temporal arrival rate, r(� ),
for three different speed distributions; the ordering is from below: the shifted
exponential distribution, uniform distribution with support [0.5, 1.5] and with
support [0.1, 1.9].

the higher the contact probability for a given arrival rate. How-
ever, a wider range of speeds will certainly affect the contact
durations. We will therefore study the expected contact dura-
tion in Section IV-C to see whether speed kills the performance.
Before that, we study the contacts with a fixed node.

3) Contacts With a Fixed Node: The street model could in-
clude one or more fixed caching nodes. Since the connection
probability is growing fast when the average distance between
nodes shrinks, it is expected that a fixed node improves the per-
formance mainly at long inter-arrival distances of nodes. It is
evident from Fig. 2 that the fixed node is most needed when the
arrival rate is low.

We place the fixed node in the interior of the street so that
it covers meters in either direction. We make the following
approximation: unconnected nodes arrive in range of the fixed
node from the two directions as Poisson processes with rates

and respectively (in reality there
is a dependence between the inter-arrival distances given by the
transformation from to above, but it is low for low arrival
rates). We then see the fixed node as a spatial queue with Poisson
arrivals and with a fixed sojourn distance of meters for the
nodes; it is thus an model. An unconnected mobile
node makes contact with the fixed node if it is the only uncon-
nected node in the coverage region.

We use the property that Poisson arrivals see time averages,
so that the probability of a mobile node establishing a contact
with the fixed node is the probability that the queue is
empty, which is simply , where

[8].
We plot the contact probability in Fig. 4 for the case that

the arrival rates are equal to in the two directions so that
. We see that most mobile nodes are un-

connected at very low arrival rates and there is no contention
for the fixed node since it is mostly unused. The usefulness of
the fixed node decreases with higher arrival rates because the

Fig. 4. The probability that a node connects to a fixed node. The arrival rates of
nodes is � [m ] in both directions with Poisson arrival processes. The fixed
node covers 20 meters of the street.

mobile nodes connect to one another instead. The contacts with
the fixed node last for and seconds, respectively
for the two directions (see (3)). This corresponds to 2.5 MB of
transferred data when all nodes have a transmission range of 10
meters and move with a fixed velocity of one meter per second,
given that they only fetch data from the fixed node at its full ca-
pacity of 1 Mb/s.

Remark that the analysis above is not entirely accurate. There
will also be a contact when an unconnected node moves into the
coverage of an initially busy fixed node that becomes available
during the time the mobile node remains in range. However, it
only increases the contact probability over what we have shown.

C. Contact Durations

1) Same Direction: There are two cases for contacts between
two nodes moving in the same direction with speeds and ,
respectively, where . In the first case, the faster node
is initially behind the slower node and overtakes it; the second
case is when the contact occurs with the faster node ahead. The
two cases happen with equal probabilities; they are illustrated
in Fig. 5.

The contacts occur when either a node arrives to the street, or
when its contact breaks; in either case it finds an unconnected
node less than meters away. The average distance when a
contact occurs is . It is the average length of an interval when
a connection occurs, i.e., it is the average of the inter-arrival
distance distribution, , truncated at and re-scaled; it is
for example 5 meters for an exponential distribution with arrival
rate of one node per 20 meters and a transmission range of 10
meters.

The contact duration on an unlimited street is therefore

(4)

The sign of is positive when the faster node overtakes the
slower node, and it is negative otherwise. The two cases have
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Fig. 5. Contacts between two nodes moving at different speed: (top) the faster
node overtakes a slower node, (bottom) a slower node gets left behind a faster
node (x � �). The maximum length of the contacts occurs when a = 0 and
b = L.

equal probability since the velocities are drawn independently
from the same distribution. The average contact duration is
therefore for given and , where

.
A street of length restricts the contact so that it may at most

be equal to the time that the fastest node spends on the street:

(5)

We want to find the average of . is given by the first term
of the min when . Hence, for given and

, we get

(6)
For a street length of 100 meters and a transmission range

of 10 meters, is 0.60 and the average of
is 90.9 seconds for and 0.56 and 62.5 seconds,

respectively for . Remaining is to find the average of
the term over all allowed values of and :

(7)

The two distributions above yield averages of equal to
14.0 and 11.6 seconds for and , respec-
tively, when , ; hence, be-
comes 60.1 and 41.4 seconds, respectively, for the two distribu-
tions and these parameter values.

Finally, for a Poisson arrival rate of 1 node per 20 second,
we get by using (1) and the relationships in Section IV-B-2 that
the speed distribution yields 3.3 expected number
of simultaneously connected nodes in a 100 meter long street,

while the distribution yields 5.7 connected nodes.
The total expected connection time for the nodes in the street
are 198 and 236 seconds, respectively, for the two distributions.
Calculated this way, we may conclude that the higher density of
nodes, resulting from the wider speed distribution, compensates
for the shorter average duration per contact.

2) Opposite Direction: Now consider traffic in the opposite
direction with a rate and inter-node intervals distributed as

. We limit this case to fixed velocities of and meters
per second, for the two directions. The rate of contacts among
nodes moving in the opposite direction is then , where

is defined as in (1), but with respect to the distribution of
. Two nodes moving in opposite directions make contact if

they both are unconnected and the contact lasts for
(again, is the average distance between the

nodes when the contact occurs; it is computed as stated above,
but for the total arrival rate of ). The average number of
contacts for a node moving from 0 to is

(8)

Explanation: a node sees unconnected nodes coming against it-
self at speed and at a rate of nodes per
meter; it observes this for seconds. Hence, the duration of
the contacts with nodes in opposite direction is the product of
these two expressions, . The expected contact duration is

(9)

The expected connection duration for a node that travels with
constant velocity on the street with two way traffic is therefore

(10)

The first term is the probability of contact in the forward direc-
tion times the length of the contact; the second term is the prob-
ability of contact with nodes in the opposite direction times the
length of those contacts. (The first term is used in the example
in Section I.)

The contact duration is plotted in Fig. 6 for Poisson arrivals.
Note that it is not symmetric in the two arrival rates and that the
latter term in (10) is convex in . The contact duration given
by nodes moving in the opposite direction goes down simply
because they are more likely to be connected to a node moving
in their own direction.

D. Networks of Streets

Themodelofasinglestreetallowsforalargernetworkofstreets
to be modelled. We do not model mobility explicitly and rely
instead on a queuing network model that captures the random
roaming of the nodes from street to street; the roaming within a
street is captured by the street models above. This network model
allows mapping of a particular topography and user-movement
patterns of a given area, for instance a part of a city.

The resulting model is as follows: The network is composed
of interconnected streets. Each street is modelled internally as
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Fig. 6. The average contact duration in seconds for a node with transmission
range of 10 m and average arrival rate of nodes � (lambda1 in legend) and �
(lambda2 in legend) in the two directions of the street; velocity of movement is
1 m/s and the arrival process is Poisson.

described above and is modelled as an queue in the
network. The stationary distribution of number of customers
is Poisson and the transient distribution is non-homogeneous
Poisson [8]. The sojourn time in each queue is given by the
length and the speed distribution for the street. Nodes move
into the modelled network from the outside world according to
a Poisson process at an average rate of nodes per second and
are randomly routed from street to street. The arrival rate from
area into area is ( and represent the arrivals from
and to the outside world). The total arrival rate into area is

and . The network of streets
is therefore modelled as a queuing network that may be either
open or closed, depending on whether the number of users is
fixed or not (it is open if is independent of the number of
users in the network).

The distribution over the number of users in the network has
a product form (see Chapter 8 of [25]). This gives us the dis-
tribution of nodes per street, given the time the nodes spend
in each one. And given the arrival rate of nodes into a partic-
ular street, we find the rate of contacts that nodes experience
when they move there. Thus, we may construct a model of an
arbitrarily large network of streets that are interconnected ac-
cording to the map of the area we wish to model. The real topog-
raphy determine the lengths of the streets, and measurements re-
sult in the branching probabilities when nodes move from street
to street. The model may then be used to determine how well
the delay-tolerant broadcasting works for a given arrival rate of
users to the city area, as well as where fixed nodes would be
best placed. We intend to address these modeling issues in our
continued work.

E. Conclusion and Discussion

The one-dimensional topology might appear limited, but
urban areas are where we see that delay-tolerant broadcasting
would function best. We draw some conclusions from the

study in this section. First, burstier arrival processes of nodes
give higher contact probabilities at low arrival rates; we have
therefore chosen the Poisson arrival process in most examples.
The distribution of velocities for the nodes have an impact
on the probability of contacts through the mapping of the
temporal arrival rate to the spatial rate. However, a large span
of speeds also results in a wide range of contact durations. We
have shown that a wider distribution of velocities has a lower
expected duration per contact, but since it has a higher rate of
contacts we find that the total contact duration becomes longer.
When adding two-way traffic, the performance improves. So,
the peer-to-peer distribution only dips at low arrival rates. We
have shown the usefulness of adding fixed nodes to handle
connectivity for streets at times when the rate is low. For
instance, a node picks up 2.5 MB of data with certainty in a
deserted street, since there is not competition for the fixed node,
and the probability of doing so is still over 0.4 at a rate of 0.05
when the expected number of nodes in the coverage is one. The
probability to make contact with other mobile nodes is about
as high at that rate, and it increases rapidly with further rate
increase.

We conclude this part with a positive outlook on the feasi-
bility of delay-tolerant broadcasting.

V. SIMULATION STUDY

In the previous section, we introduced a model for the broad-
casting system for a one-dimensional street model. In this sec-
tion, we analyse the system with simulations in a two-dimen-
sional topology where people are moving on a square. Again,
the goal of the study is to examine if the system obtains good
performance for reasonable system parameters. The remainder
of this section is structured as follows. We first describe our sim-
ulation model and the assumptions. Then, we look at the distri-
bution of the association times and inter-association times. The
performance of the system is finally evaluated, using the average
bit rates per node and the content dissemination rates as metrics.

A. Simulation Model

We used our own simulator with a very simple communica-
tion model: nodes communicate with each other at a nominal bit
rate if their geometric distance is smaller than a threshold value

(the wireless range of the radio devices). More sophisticated
simulation tools, such as GloMoSim or ns-2 which incorporate
lower layer protocol details, are not necessary for our study; we
do not aim at analyzing protocol performance details, but we
rather aim at identifying the feasibility of delay-tolerant broad-
casting.

We assume an environment where humans carry Bluetooth
enabled devices and are moving on a square. The mobile nodes
are moving with a speed of 1 m/s (this represents approxi-
mately the average speed of humans), the radio range of each
device, , is 10 meters (the wireless range of class 3 Bluetooth
devices), and the wireless channel bit rate is of 1 Mb/s. The
square size is set to 300 by 300 meters and the number of nodes
in the square is fixed during the whole simulation time. In our
simulation setup, the nodes are not in range of each other most of
the time. Nodes only occasionally come into wireless proximity
and associate. Each node associates with only one neighbor at a
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Fig. 7. CDF of the association duration.

time. Therefore, an already associated node declines any addi-
tional association request from another node.

The time required to setup an association is referred to as the
setup time . It includes the time (i) to awake the nodes from
sleeping mode; (ii) to synchronize the two devices; and (iii) to
setup a connection. No data is transferred during the setup. Two
nodes stay associated with each other until all desired data has
been exchanged, or until the nodes move apart so that they are
outside the communication range. We simulate user mobility
with two benchmark models: the random way point (RWP) [15]
and the random walk (RW) [5].

Note that for the metrics we are interested in, a group mobility
model delivers the same results as for a single node mobility
model since the group has synchronized its content after some
time and behaves as one larger node with a slightly increased
transmission range. Afterwards, the group mobility model has
similar properties as a single node mobility model such as the
RWP or the RW model and hence, groups of nodes do not con-
tribute to faster content spreading. Note further that we initially
place the nodes with the RWP model on the square according
to [23] to make sure that the node distribution is in steady state
over the whole simulation time.

B. Association Durations and Rates

First, we analyse the durations and the rates of associations
for both mobility models. These values help in understanding
the average bit rates and the data dissemination rates we discuss
later in this section.

We assume that the nodes stay associated with each other until
they move apart (this is the case when associated nodes have
content to share during the whole association time). We con-
sider two different node densities (30 and 60 nodes) to examine
the effect of the population density in the square area (these den-
sities result in a maximum wireless coverage of approximately
10% and 20% of the area, respectively).

The cumulative distribution functions (CDF) for the durations
is plotted in Fig. 7. The duration of an association is defined as
the time interval between the moment two un-associated nodes
come into wireless range until the moment they leave. We ob-
serve that the mobility models produce quite different distribu-
tions of the contact durations.

Fig. 8. CDF of the inter-association time.

In the RWP model, the most probable duration is of about 10
seconds. This corresponds to the association time of two people
moving in opposite directions . Larger time
values arise when two nodes move in the same direction for
a certain amount of time. In contrast, the RW mobility model
produces most contact durations in the range between zero and
ten seconds. Regarding node density, we conclude that the node
density does not have a major impact on the duration of associ-
ations for either benchmark mobility models.

We next look at the rate of associations. For this, we plot
in Fig. 8 the CDF for the time interval from the moment a
node looses an association until it re-associates with another (or
the same) node. We observe that the time period is on average
shorter for the RW model. Thus, we conclude that associations
with the RW model are shorter than with the RWP model, but
occur more frequently. The open question, we address later in
this section, is if this leads to higher average bit rates compared
to those obtained with the RWP model.

An additional interesting issue becomes visible when com-
paring the inter-association rates with different node densities
(30 vs. 60 nodes). One would expect that the rate of intermittent
associations increases when the node density increases. This is
indeed the case for the RWP model. However, for the RW model,
the difference is only marginal and hardly visible in the plot.
This is due to the more localized mobility pattern of the RW
model.

It is unrealistic to assume that people are constantly moving
without pausing from time to time. Therefore, an important as-
pect we investigate is how the node pause times impact the asso-
ciation rates and durations. We plot the results of our simulations
for the RWP model with various pause times in Figs. 9 and 10.
We assume that each node waits for a fixed pause time when it
arrives at a way point. We see that the pause time significantly
affects the duration and rates of associations. Pausing nodes
produce longer contact durations but less frequent associations.
Consider for example the curve with a pause time of 1000 sec-
onds. Many associations last for around 20 seconds compared
to 10 seconds for 0 seconds pause time; 20 seconds occur when
one device is pausing and another device passes straight across
its transmission region. We also see relatively many associations
which are larger than 20 seconds for pause times of 1000 sec-
onds when comparing to simulations with smaller pause times.
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Fig. 9. CDF of the association duration for different pause times with the RWP
model.

Fig. 10. CDF of the inter-association time for different pause times with the
RWP model.

These occur mainly when two nodes pause at the same time
while being within wireless range. Again, an open question is
how the pausing of nodes impacts the average bit rate and the
dissemination rate of content. We answer this in the next sub-
sections.

C. Average Bit Rates

So far, we examined how the mobility model, the node den-
sity, and the pause time affect the association durations and
inter-association times. Now, we discuss how these parameters
affect the average transmission bit rates between the nodes. The
specific metric we look at, is the maximally achievable average
bit rate per node for content downloads. For this analysis, we
assume the following scenario:

• Two nodes share the wireless capacity of an association in
a fair manner. The maximal capacity per node is 0.5 Mb/s
when downloading simultaneously.

• In all associations, both peers download content at full data
rates (0.5 Mb/s in both directions).

• There is no interference between associations. Since we
only consider sparsely connected networks, the assumption
that associations are not considerably interfering with each
other is sound.

The bit rates, averaged over all nodes, for both mobility
models are plotted in Fig. 11. The bit rates are plotted against
the setup time on the x-axis. Recall that the setup time T is

Fig. 11. Average bit rate for both mobility models.

the time interval from the moment when two nodes come
into wireless range until the association is ready to transmit
data. Note that in our Bluetooth-based prototype system (see
Section VI), we frequently measured setup times mostly up to
10 seconds, but sometimes even larger.

From the figure, we draw three main conclusions: First, even
in a sparsely populated network (30 nodes in the 300 by 300
meters square), the nodes achieve reasonable average bit rates
around 50 kb/s for both mobility models. Second, the perfor-
mance with both mobility models decreases slightly for setup
times between 0 and 8 seconds. For setup times larger than 10
seconds, the bit rates with the RWP drop down sharply, even
below the bit rates obtained with the RW mobility model. Last,
the node density has a large influence on the per node bit rates.
By doubling the density, the average per node bit rates increase
by almost 90% for both mobility models.

We also examined how the pausing of nodes affects the av-
erage bit rates. For this, we determined the bit rates for pause
times of 0, 10, 100 and 1000 seconds with the RWP model for 30
nodes. The results are plotted in Fig. 12. For small setup times,
the bit rates are largest when the nodes are constantly moving.
This is because nodes even profit from short associations which
occur frequently with high mobility. However, as the setup time
increases, the achieved bit rates decrease to a similar value for
all four pause times (between 9 and 10 seconds). For very large
setup times, the longer the pause time, the better is the achieved
average bit rate.

The reason is that it is no longer possible to profit from small
associations which occur when the nodes are moving in opposite
directions. Data is transferred mainly between node pairs where
one of the two nodes is pausing. The nodes then profit from the
increased contact duration. We also see that, in contrary to what
one would expect, large pause times do no degrade the bit rates
significantly even for very small setup times. For an ideal setup
time of 0 seconds, the bit rates with 1000 seconds pause time
are only 25% smaller than those obtained with 0 second pause
time.

D. Content Dissemination Rate

We now discuss the other of the key metrics of delay-tol-
erant broadcasting systems: the content dissemination rate. This
metric captures the time required until a fraction of the nodes
receive a new piece of content over the broadcast channel. In
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TABLE I
TIME REQUIRED IN SECONDS TO BROADCAST CONTENT (200 kB AND 2 MB) TO 10%, 50%, 90%, AND 100% OF ALL NODES

TABLE II
TIME REQUIRED IN SECONDS TO BROADCAST CONTENT (200 kB AND 2 MB) WITH THE RWP MODEL TO 10%, 50%, 90%, AND 100% OF ALL NODES

TABLE III
TIME REQUIRED IN SECONDS TO BROADCAST CONTENT (200 kB AND 2 MB) TO 90% OF ALL NODES FOR DIFFERENT PAUSE TIMES AND DIFFERENT SETUP

TIMES T

Fig. 12. Average bit rate against setup times for different pause times, RWP
mobility, and 30 nodes.

sparsely populated areas, as those used in our studies, the dis-
semination rate is determined mainly by the node speed, the
node movement (determines the area covered and the order of
the node encounters), as well as the per node average bit rates
we studied before.

In this simulation scenario, we assume data chunks with a
size of 20 kB. A data chunk is the smallest data unit. If an as-
sociation breaks before a complete chunk is received, the whole
chunk must be re-sent in a following association (note that a 20
kB transfer only takes 320 ms at a bit rate of 0.5 Mb/s as used
in the simulations). We determine the time necessary to broad-
cast 200 kB (10 chunks) and 2 MB (100 chunks) respectively.
While the probability that 200 kB are sent over a single asso-
ciation is high for both mobility models, the probability that 2

MB are sent over a single association is very low. Therefore, the
2 MB broadcasts setup aims at studying the dissemination rates
involving multiple consecutive associations. We start by ana-
lyzing the dissemination rate in an ideal case where the setup
time T is zero seconds, and the nodes do not pause. The results
in seconds with a 95-percent confidence interval are given in
Table I.

We distinguish between the average time to broadcast the
content to 10, 50, 90 and 100 percent of the nodes with the RWP
and RW models. We identify three main trends: (i) as expected,
larger node densities help disseminating the content faster; (ii)
due to the rather local mobility patterns of the RW model, the
time to broadcast is much larger than with the RWP model. In-
deed, transmission delays are one order of magnitude higher
than with the RWP model, even for large data quantities (2 MB)
to a small fraction of nodes (10%). This result is surprising since
the average bit rates are in the same order of magnitude for both
mobility models. (iii) As foreseen, the small amounts of con-
tents are disseminated much faster than large ones.

In Table II, we analyse the impact of the pause time with
the RWP model on the dissemination time. The table entries
are in seconds with a 95-percent confidence interval. Here, the
main finding is that large transfers profit most with longer pause
times. The impact of the setup time on the dissemination perfor-
mance is illustrated in Table III (again in seconds with a 95-per-
cent confidence interval). As expected, the shorter the setup
time, the better the dissemination rate. Surprisingly, the dissem-
ination rate with longer setup times is better with
long pause times. Recall that long pause times result in longer
average contact durations and hence, the longer setup time can
thus be compensated.
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E. Conclusion and Discussion

We simulated the performance of the delay-tolerant broad-
casting system for sparsely populated squares. We have shown
that for a pedestrian node speed ( of 1 m/s), the per node down-
load bit rates with both mobility models are fairly high (between
50 and 120 kb/s). Even when the setup times of associations be-
come so large that small contacts of two nodes moving in the
opposite direction can no longer be used, the average bit rates
do not decrease too extensively.

Regarding content spreading, we have seen that for rapid dis-
seminationamongthenodes, it isnecessarythatsomenodesmove
frequentlyoverlargedistancesasitisthecasewiththeRWPmodel.
Then,itisforexamplepossibletodisseminate200kBto90%ofthe
nodeswithinlessthan7minutes.Notethatintheoptimalcase,con-
tentsarespreadwiththespeedofthemobilenodes,hence5minutes
from one side of the square to the opposite side. For a more local
mobility pattern as the RW model, much larger node densities are
required to achieve similar dissemination rates.

Pausing nodes reduce the amount of small contacts and in-
crease the amount of large contacts. In total, the effect is min-
imal for both the average bit rates and the dissemination rates.
For large setup times, the performance is slightly better when
the nodes are pausing, whereas for small setup times, the perfor-
mance is slightly better when the nodes are constantly moving.
(Fixed caching nodes may be seen as mobile nodes with indefi-
nite pause times and their usefulness are indicated by the results
for the 1000-seconds pause time.)

VI. PROOF-OF-CONCEPT PROTOTYPE

In order to assess the feasibility of a delay tolerant broad-
casting system, we developed a prototype application for mo-
bile phones called Bluetella.

A. Basic Concepts

Bluetella is an application that runs on mobile devices. To
exchange data, two Bluetella devices establish a point-to-point
connection via wireless Bluetooth communication. To partici-
pate in a Bluetella network, a node simply has to run the Bluetella
application and announce a Bluetella specific profile UUID.
Bluetella communication is divided in three phases: environ-
ment scanning, state synchronization, and data transfer. First,
simultaneously with the profile announcement, the device starts
scanning the environment for other Bluetella enabled devices.

Whenever two Bluetella nodes are in transmission range, they
establish a connection and start synchronizing. In this second
step, both nodes send the list of channels or content they are
interested in to the neighbor node. If content of the requested
channel is available, the node starts transmitting data back to the
requesting device (phase three). Even if the requested content
is not available, the nodes keep track of the requested chan-
nels/content, maintaining a global hit list of the most popular
channels/content. During the synchronization phase, after the
exchange of the search lists, the nodes also exchange these global
hit lists and re-compute, with their own list, an updated global
hit list. After the regular content is downloaded, devices with
larger storage capacities then may download additional content
from the global hit list if available. This function is of particular
interest for fixed nodes serving as content caches, as described
in Section III.

B. Experiences With the Bluetella System

The prototype application is implemented on the Java 2 Micro
Edition Platform (J2ME). To run the application on the cell
phones, they have to support MIDP 1.0, as well as the Bluetooth
API specified in JSR-82 [21]. We tested Bluetella on multiple
cell phones, such as the Nokia 6630 and the cell phones of the
Siemens S-Series. Based on the specific phone hardware, the
size of the application was about 70 kB and the application al-
located between 700 kB and 1500 kB memory, depending on
the number of connections and the size of the request and hit
lists. The major problem we encountered with our application
was the lengthy discovery time of Bluetooth. According to the
Bluetooth specification, “the inquiry substate may have to last
for 10.24 seconds unless the inquirer collects enough responses
and determines to abort the inquiry substate earlier” [11].

If multiple devices are scanning the environment for devices,
the scanning time might even increase to higher values. In theory,
Bluetooth provides bandwidth up to 721 kb/s on an asymmetric
channel. Inpractice, the throughput is considerably less oncepro-
tocoloverheadanderrorcontrolaretakenintoaccount.Inthemea-
surements we conducted, we achieved download speeds between
39.2 kb/s and 70 kb/s. There are three lessons we learned form
this prototype implementation: (i) delay tolerant broadcasting
systems are easy to develop and deploy; (ii) the main concern
with Bluetooth communication for delay-tolerant broadcasting
is the long communication setup time; and (iii) the communica-
tion rates are high enough for small data transfers; for larger files,
data/header compression is beneficial.

VII. CONCLUSION

We have proposed the concept of delay-tolerant broadcasting
to allow wide and public dissemination of data over radio com-
munication. It enhances broadcasting based on an infrastruc-
ture, and offers a new ad hoc distribution mode for contents that
originate from mobile nodes. Our approach is purely receiver
driven. There is no flooding or explicit routing in the network.
Content for broadcast channels is spread through node mobility
and peer-to-peer contact between pairs of neighbor nodes. The
system for achieving this is not complex; as our prototype im-
plementation shows, the program is small and runs on mobile
phones. The feasibility is rather connected to the performance
of the system. We have studied it for mobility in one dimen-
sion analytically, and in two dimensions through simulations.
We find the results encouraging and expect the concept to be
workable in urban areas and other places where the node den-
sity is reasonably high. We will hence continue with the design
of the system and evaluate it further by also considering traces
from measurements [12], [18], [19]. The study will also address
the solicitation and caching strategies for the nodes.
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